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Abstract

We commonly observe cases where two people who see the same evidence
draw opposite conclusions, and that additional information seems only to po-
larize them further. One view of this is that it demonstrates failure of Bayesian
reasoning, or the need for non-common priors. By contrast, we explain the
phenomenon using a Bayesian model with common priors. We assume a model
with two-dimensional uncertainty in which there is no prior disagreement about
an true state. Nevertheless, a disagreement among agents may arise and con-
tinually increase if additional information becomes available on only one of the
states. We provide support for our model by testing it experimentally. Fur-
thermore, in the lab, the disagreement tends to increase more for the subjects
whose behavior is more consistent with Bayesian behavior.
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“There’s a different feeling in Washington among some – good people,

fine people, they just have a different philosophy than I do.”

President George W. Bush

Address to the American

Legislative Exchange Council

July 26, 2007

1 Introduction

Robert Aumann made a logically compelling argument in his 1976 paper that if two

people hold the same priors about a state of world and observe the same event, then

if they are good Bayesian updaters they cannot draw different conclusions about

the true state. Moreover, if they observe different events but can communicate

their posterior beliefs to each other, and there is common knowledge of rationality,

eventually the communication will result in identical beliefs. That is, they cannot

agree to disagree. Furthermore, Blackwell and Dubins [5] show that if these two

Bayesian updaters cannot communicate about their posteriors, but they commonly

observe a series of new information, then their opinions about the true state will

converge.

In the world around us, by contrast, we see plenty of examples in which in-

dividuals see the same information and draw opposite conclusions, and additional

information often results in only increased polarity. This is even true among ed-

ucated experts, such as supreme court justices that are bitterly divided, or among

academics locked in ideological struggles that last decades. We see diverging opin-

ions about matters of public policy, such as support for gun control, social welfare

benefits, the war in Iraq, the death penalty, the no-child-left-behind testing, and USA

Patriot Act.

Sometimes these differences result from psychological biases. People may, for

instance, pay preferential attention to evidence that supports their view and be overly

dismissive of evidence that contradicts it. Such a tendency has been suggested

in psychological studies and is often referred to as confirmatory bias.1 Rabin and

Schrag [30] capture this idea in a non-Bayesian model with uncertainty about a one-

dimensional state of the world. In their model, agents may misinterpret signals.

1Rabin and Schrag [30] provide a thoughtful summary of this research. See also Gerber and Green
[15] for a review from the political science perspective and Nickerson [27] from the psychological
perspective.
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There is an exogenous probability that signals are perceived as favorable to the state

of the world believed to be more likely. They demonstrate that the probability that

the agents with different (prior) beliefs disagree after observing an infinite sequence

of public signals is between zero and one.

While we do not dispute that biased or self-serving interpretations of evidence

is a real phenomenon, we show that it is also possible that diverging opinions may

come from rational actors who simply filter information through a different model,

and that these different models may themselves be the result of rational inference.

For instance, a person who believes that people are basically honest may see the

benefits of social insurance differently from a person who believes others are basically

opportunistic. Perhaps some personal experiences—or even introspection—have lead

to these basic beliefs. When welfare roles swell dramatically after an expansion of

eligibility rules, the person who feels people are honest may see that this demonstrates

the need, while the person who believes people are opportunistic may see that it

demonstrates the consequences of moral hazard. Given their models of the world,

each may be updating appropriately given the evidence.

Diverging views about gun laws could also fit this framework. People supporting

liberal gun laws may believe, based on private evidence, that the expanding gun own-

ership will deter violence, while gun opponents may believe that expanding ownership

will lead to violence. A tragic school shooting will provide each side with evidence

they need to strengthen their view that their favored changes would improve society.

A way to formalize these ideas is to assume that information about the true

state of the world has more than one dimension. For instance, one dimension of the

information tells the person which model is more likely (honest versus opportunistic).

The beliefs about this model color the interpretation of later information (rise in

welfare roles), and this leads to different conclusions (welfare is beneficial versus

welfare is detrimental).

Interestingly, some of the psychological evidence for confirmatory bias can also

be interpreted through this mutliple-dimension-information story. For instance, in

one of the most highly regarded psychological studies, Lord, Ross, and Lepper [24]

selected two groups of subjects for their experiment, one which showed a prior belief

that the death penalty was justified and had been demonstrated to be effective, and

another group that felt the opposite. The two groups were asked to read the same

essays about the pros and cons of the death penalty and, afterward, the two groups

were more polarized in their positions. It is possible that they selectively considered

the arguments, as the psychologists suggest, but it is also possible that their different
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private information—the same private information that led them to be selected into

the study—resulted in different rational conclusions when combined with the evidence

presented in the study. What is leading to disagreement may not simply be biased

judgements about the commonly observed information, although biases may often be

present, but a failure to share the private information on another dimension which

generates a different model for interpreting public information. If the two parties

could share all their information, public and private, then common knowledge of

rationality would lead to agreement, as Aumann shows.

If this multi-dimensional information story is correct, we must ask why people

would fail to share their private information or, if they do share then why don’t they

fully update their beliefs. One reason is that, as in the psychology experiments,

people may not be allowed to discuss their views, or may not have the ability to

collect and aggregate the information necessary to properly update on all dimensions

of the information. Alternatively, there may be vested interests or ulterior mo-

tives, orthogonal to the issue of disagreement, that make opponents skeptical of any

private information offered. For instance, people may have a financial, reputational,

or social stake in decisions formulated from the information that may lead them to

profess beliefs that aren’t ones they truly hold. Supreme court justices or estab-

lished researchers may have built reputations around particular ideologies. Likewise,

individuals who adopt political stances in order to “fit in” or conform to a social

group may willfully misrepresent beliefs. A third reason is, suggested to us by

Joel Sobel [?], is that preferences over the multiple dimensions may differ, making

communication difficult or impossible. Suppose there are two dimensions of private

information, say A and B. If one person’s tastes make A irrelevant to his decision,

and for the other B is irrelevant, sharing all their private information may not lead

to agreement. Fourth, some forms of the private information may make it difficult

or impossible to convey. For instance, suppose the private information comes from

a personal experience, from advice from a trusted mentor, from religious principles,

from family heritage, or a cultural identity. Such beliefs can be strongly held, but

difficult to transfer to another person. Finally, a more subtle reason is that there

may be a basic unawareness that people are in fact using a different model to filter

the same information, and that the belief in the model may be based on objective

information that can be shared—people may instead simply concede, as George W.

Bush often does, that they have a “different philosophy”.

This paper will present a simple theoretical model in which information is two-

dimensional. We show that situations can arise in which people with different private
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information can view the same public information and come to opposite conclusions.

In our model, individuals first receive private information on one of two dimensions of

information. We then consider two different settings. In the first setting, the private

information is followed by the sequence of public signals providing information about

both dimensions. In this case, the agents’ posterior beliefs about the true state

converge with certainty. In the second setting, the sequence of public signals provides

information only about the second dimension. In this case, the posterior beliefs of

the agents with distinct private signals move in different directions after they observe

the same public information. In the limit, these agents disagree with probability

one: An infinite sequence of public signals removes all uncertainty about one of the

dimensions and exaggerates the effect of the disagreement about the other dimension

on the belief about the optimal decision.

We test our model with a laboratory experiment. The experimental conditions

mirror the two situations considered by the theory. As predicted, we observe that

disagreement is more likely to occur when public information is drawn on only one

dimension, rather than on both, and beliefs are likely to become more polarized

with additional information. Furthermore, when public information is on only one

dimension, the disagreement tends to be larger for the subjects whose behavior is

more consistent with Bayesian updating. That is, the failure of subjects to adhere

to Bayesian updating does not grossly exacerbate disagreement through confirmatory

bias. Rather, there seems to be no consistent pattern in the errors across subjects.2

Our paper is related to another paper, developed independently, by Acemoglu,

Chernozhukov, and Yildiz [1]. These authors provide a Bayesian model in which

agents have different priors about a one-dimensional state of the world and are un-

certain about the interpretation of signals. They demonstrate that a disagreement

in (prior) beliefs about the state of the world might increase after a public sequence

of signals. Though the approaches are different, our two models are drawn from

the same basic intuition, that is, diverging opinions could be the result of different

“models” in the minds of agents about how to interpret new data. In Acemoglu,

et al., agents’ different models emerge because agents are assumed to have different

priors about the state and to have (common) uncertainty about the interpretation of

the signal. By contrast, in our model the agents have common prior beliefs about the

optimal action, both before and after observing private signals, but disagree about

2Our experiment was not designed to uncover confirmatory bias, and we do not test for it here.
We consider an analysis of the individual data in a companion paper comparing variuos non-Bayesian
approaches to decision. See Andreoni, Mylovanov, and Rao [?].
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the interpretation of public signals. Furthermore, before observing private signals,

the agents’ beliefs about the state of the world are also common. Nevertheless, in

both models beliefs fail to converge because of the identification problem: an infinite

sequence of signals is not sufficient to remove all uncertainty about the state of the

world.

The remainder of the paper is organized as follows. Next we briefly review the

prior literature. The model is presented in section 3. Section 4 describes our

experimental design. The experimental results are provided in section 5. Section 6

concludes.

2 Background

Much of the evidence on diverging opinions comes from psychological studies. In the

seminal experiment by Lord, Ross and Lepper [24], discussed in the introductions,

showed that subjects who were selected because of differing views on the death penalty

were pulled further apart after reading the same essay about the death penalty. This

type of result has been replicated in numerous studies.3 Furthermore, in the classic

work on the formation of public opinion, Zaller [37] suggests that the disagreement

is more likely to occur among more politically aware and better informed subjects.

He provides evidence from survey data on public opinion and proposes that parti-

san preferences cause voters to “filter out” information that does not confirm their

predispositions.

There are competing psychological theories that intend to explain confirmatory

bias and attitude polarization. One possibility is cognitive dissonance (Festinger

[13]) or motivated reasoning (Kunda [23]). These theories postulate that people have

preferences and make choices over what they believe. In economics, these ideas have

been formalized, for example, in Yariv [36] and Brunnermeier and Parker [6].

By contrast, Nisbett and Ross [28] downplay preference-driven interpretations

and suggest that different cognitive biases could be an equally plausible explanation.

Supporting this view, Evans [12], for instance, argues that confirmatory bias is caused

3Similar results are obtained by Houston and Fazzio[19] and Schuetto and Fazzio [31] in the
context of capital punishment, Katz and Feldman [20] and Sigelman and Sigelman [33] in the context
of presidential debates, Kinder and Mebane [21] in the context of evaluation of the state of economy,
and Sears [32] in the context of the credibility of the source of factual information. Nickerson [27]
provides a survey of related evidence; additional references can also be found in Greber and Green
[15]. Finally, a recent study by Westen et al [34] finds further support for the effect of prior political
attitudes on interpretation of available evidence in an fMRI study.
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by a selecting processing of information and the inability to think about alternative

explanations. These ideas are similar to the model of Rabin and Schrag in which

people may misperceive signals contradicting their prior beliefs.

Other explanations include ‘conditional reference frame,’ in which subjects choose

to assume that the prior hypothesis is true (Koehler [22]); pragmatism and error

avoidance (Friedrich [14]), in which people’s inferential strategies have goals other

than finding out the truth, e.g., identifying potential rewards and avoiding costly

mistakes; and educational effects (see Nickerson [27] and references therein), in which

people learn to seek confirming evidence and ignore disconfirming evidence because

of incentives in the educational process.

Several authors argue that confirmatory bias might have some adaptive value

from the evolutionary perspective (Byrne and Kurland [7], Nickerson [27]) or may be

an outcome of adaptive learning (Hopkin [18]).4

Decision and game theorists have shown that biases in information processing

could also be understood as a consequence of bounded memory. Hellman and Cover

[16] and Wilson [35] consider single-person decision problems in which the decision

maker has limited capacity to remember signals and has to find an optimal way of

storing information. In this setting, the optimal decision rule ignores some of the

evidence with positive probability, implying that the posterior beliefs of two deci-

sion makers may diverge if they have different priors. Similar results are obtained in

Monte [25] who studies a strategic setting with imperfect information. In a concep-

tually different approach, Epstein [10] and Epstein, Noor, and Sandroni [11] provide

axiomatization of non-Bayesian updating that captures information processing biases.

As we mention in the introduction, our model is the closest to Acemoglu, Cher-

nozhukov, and Yildiz [1], in which two decision makers have non-common priors and

are uncertain about the interpretation of the world. The authors present conditions

under which an infinite sequence of signals may lead to divergence of opinions. In

a companion paper, Acemoglu, Chernozhukov, and Yildiz [2] characterize conditions

that determine whether a small amount of uncertainty about the interpretation of

signals results in a large amount of asymptotic disagreement of beliefs. The driving

force behind the disagreement in these models, as well as in the model in this paper,

is the failure of full identification.5

Multiple applications in the fields of economics, political science, finance, and

4A similar idea appears in Compte and Postlewaite [9], who demonstrate that an information
processing bias leading to overconfidence might be welfare improving.

5Chernozhukov, Hong, and Tamer [8] develop a framework of inference in econometric models
with partial identification.
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marketing testify to the importance of understanding the reasons behind differential

interpretation of the same information. As a starting point, we refer the reader to

the surveys of the literature in Gerber and Green [15], Hirshleifer [17], Rabin [29],

and Barberis and Thaler [4], and Narasimhan et al [26].

3 Model

The state of the world is given by a random variable θ̃ = (α̃, β̃), where α̃ and β̃ have

support on {0, 1}. There are two Bayesian agents. Each agent can make a decision

d ∈ {Even,Odd}. Let θ = (α, β) be a realized state of the world. The agent’s payoffs

from a decision depends on θ as follows:

u(Even, θ) =

{
1, if θ equals (0, 0) or (1, 1);

0, otherwise;
(1)

u(Odd, θ) =

{
1, if θ equals (1, 0) or (0, 1);

0, otherwise.

This payoff is independent of the decision made by the other agent.

The agents’ prior beliefs are that all states are equally likely. There are two types

of signals available: ã and b̃. Each of these signals has support on {0, 1} and they are

distributed independently. The distribution of ã is determined by the realization α̃:

Pr(ã = α) = p, where p > 1/2. Similarly, the distribution of b̃ is determined by the

realization β̃: Pr(b̃ = β) = p. We will denote generic realizations of these signals by

a and b respectively.6

There are infinitely many periods, t = 0, 1, .... In period zero, the agents privately

observe independent realizations of signal ã. Starting from the first period, the agents

commonly observe a realization of signal ã or b̃ in each period. We will consider two

settings: in one all public signals are b̃, whereas in the other public signals are of both

types, odd signals are b̃ and even signals are ã.

3.1 Disagreement about the optimal decision

Let agent 0 denote the agent who observes private signal a = 0 and agent 1 denote the

agent who observes private signal a = 1. In our model, one-dimensional information

6We assume that Pr(ã = α) = Pr(b̃ = β) to simplify our analysis and experiment. It is straight-
forward to extend the model to the setting in which these probabilities are different.
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does not have any value if taken in isolation; it becomes useful only if combined with

the information about the other dimension. In order to see that, consider the effect

on the agents’ beliefs of their signals in the first period. Clearly, after observing a = 1,

agent 1 believes that α = 1 is more likely, while his beliefs about β are unaffected.

Observe, however, that in this case (1) implies that the agent is indifferent about

which action to take. A similar argument applies to agent 0. After observing his

private signal, agent 0 is also indifferent about which action to take. Hence, although

different signals in the first period might lead to distinct beliefs about α, they cannot

create a disagreement about the optimal action. Nevertheless, private signals can be

used to interpret future signals about the other dimension. Imagine that in the second

period the agents observe b = 1. Now, agent 1 believes that the state θ = (1, 1) is

more likely and hence the optimal decision is d = Even. Agent 0 disagrees. He

believes that the state θ = (0, 1) is more likely and hence the optimal decision is

d = Odd. Thus, the agents’ opinions about the optimal action are opposite.

We can generalize the above argument to an arbitrary number of signals. To

make it precise, we say that agent 0 and agent 1 disagree about the optimal decision

if agents strictly prefer different actions: one agent assigns probability greater than

1/2 and the other one less than 1/2 to the event that action Even is optimal. We have

pointed out that in our model agent 0 and agent 1 do not disagree until they observe

the first public signal b̃. In fact, the agents will not disagree whenever they believe

that both values of β are equally likely. This happens if the number of realizations

b = 1 is equal to the number of realizations b = 0. In this case, the conflicting

realizations of signals cancel out and the agents keep prior beliefs about β. We can

state this observation as follows. Let tb be the number of public signals b̃ observed

by the agents and kb be the number of realizations of b̃ equal to one. Define

δb = 2kb − tb

to be the difference between the number of realizations equal to one and the number

of realizations equal to zero.

Remark 1. If δb = 0, the agents believe that both decisions are equally likely to be

optimal.

The agents will disagree about the optimal decision if they believe that one of

the values of β is more likely and they disagree about the most likely value of α. Let

ta be the number of public signals ã observed by the agents and ka be the number of

realizations of these public signals equal to one. Define

δ0
a = 2ka − ta − 1
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to be the difference between the number of realizations of signal ã equal to one and

the number of realizations equal to zero for agent 0, including the private signal.

Define δ1
a analogously (note that δ1

a = δ0
a + 2).

Remark 2. Two agents with different private signals disagree about the optimal de-

cision if and only if (i) δb 6= 0 and (ii) δ1
a = 1 and δ0

a = −1.

We can also consider a weaker form of disagreement: we say that the agents

weakly disagree about the optimal decision if one agent is indifferent about which

decision to make and the other agent believes that one of the decisions is more likely

to be optimal.

Remark 3. Two agents with different private signals weakly disagree about the opti-

mal decision if and only if (i) δb 6= 0 and (ii) (δ1
a, δ

0
a) ∈ {(2, 0), (0,−2)}.

3.2 Public signals are b̃ only

First consider the setting in which all public signals are b̃. In this case, δ1
a = 1 and

δ0
a = −1 for any number of signals. By Remark 2, the probability of disagreement

between agents 0 and 1 is equal to 1− Pr(δb = 0). Furthermore, the disagreement is

never weak (Remark 3).

Clearly, if the number of public signals, tb, is odd then δb 6= 0, in which case the

agents disagree with probability one. If, however, the number of public signals b̃ is

even, tb = 2N , N > 0, the probability of δb = 0 is equal to

Pr(δb = 0) =
(2N)!

(N !)2
(p(1− p))N .

This is decreasing in N and converges to zero as N →∞. Hence the probability that

that the agents disagree is increasing in N and converges to one as N becomes large.

We record these observations in the following proposition.

Proposition 1. If all public signals are b̃, the probability of disagreement is

1. one if the number of public signals is odd;

2. positive and increasing in N if the number of public signals is even.

In addition to discussing the probability of disagreement, as in Proposition 1, we

can also discuss the intensity of the disagreement by considering the absolute value
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of the difference between the beliefs about the optimal action conditional on different

private signals. Let

q1(Even|δb) = Pr(β = 1|δb) Pr(α = 1|a = 1)+(1−Pr(β = 1|δb))(1−Pr(α = 1|a = 1))

be the probability that agent 1 assigns to the event that the optimal decision is

d = Even, conditional on δb, defined above as the difference between number of

realizations of public signals of zero and one. Define q0(Even|δb) analogously for agent

0. It is straightforward to demonstrate that the absolute value of the disagreement

between the beliefs about the optimal action

∆(δb) = |q1(Even|δb)− q0(Even|δb)| = (2p− 1)

∣∣∣∣2 pδb

pδb + (1− p)δb
− 1

∣∣∣∣ .
The following proposition states that the expected value of disagreement condi-

tional on the realized state is increasing in the number of signals.

Proposition 2. For any K > 0, the expected absolute value of disagreement condi-

tional on the realized state satisfies

E {∆(δb)|tb + 1, α, β} = E {∆(δb)|tb, α, β} , if tb = 2K + 1, (2)

E {∆(δb)|tb + 1, α, β} > E {∆(δb)|tb, α, β} , if tb = 2K. (3)

Proof. See the appendix.

3.3 Public signals are both b̃ and ã

We now turn to the setting in which the public signals are of both types. The agents

observe signal b̃ in odd periods and signal ã in even periods.

The probability of disagreement in this environment is non-monotone, due to

discreteness of the signals, but it has a decreasing trend. This is because over time

the probability of confusion on dimension α is becoming small. We can formally state

this as follows.

Proposition 3. Let public signals be of both types. Let ta > 0 and tb > 0 be the

number of public signals of the respective types. Then, the probability of disagreement

satisfies

z(ta, tb) > z(ta + 2, tb + 2).

Proof. See the appendix.
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As before, we can consider the absolute value of the difference between the beliefs

about the optimal action conditional on different private signals. Let

q1(Even|δb, δ1
a) = Pr(β = 1|δb) Pr(α = 1|δ1

a) + (1− Pr(β = 1|δb))(1− Pr(α = 1|δ1
a))

be the probability that agent 1 assigns to the event that the optimal decision is d =

Even, again conditional on δb as defined above. Define q0(Even|δb, δ0
a) analogously

for agent 0.

The absolute value of the difference between beliefs about the optimal action of

the agents who observe different realizations of the private signal is equal to,

∆(δb, δ
1
a, δ

0
a) = |q(Even|δb, δ1

a)− q(Even|δb, δ0
a)|.

Similarly to the probability of disagreement, the expected absolute value of the

difference between the agents’ beliefs is non-monotone with a decreasing trend. We

can make this observation precise in the following way. Let ta ≥ 0 and tb ≥ 0 be the

number of public signals ã and b̃ respectively.

Proposition 4. Let public signals be of both types. If ta ≥ 0 and tb > 0, then

E
{

∆(δb, δ
1
a, δ

0
a)|ta, tb, α, β

}
> E

{
∆(δb, δ

1
a, δ

0
a)|ta + 2, tb + 2, α, β

}
.

Proof. See the Appendix

4 Experimental Design

The experiment was conducted at the University of Wisconsin, using undergraduate

subjects, in May and June of 2006, in 8 sessions involving 6 subjects each. Each

session involved three sets. In each set, we randomly selected one of the four urns, A,

B, C, and D, corresponding respectively to the four states of the world (0, 0), (1, 1),

(0, 1), and (1, 0) in our model. Figure 1 illustrates how the urns were presented to

the subjects.

In order to provide signals about the selected urn, each urn contained different

combinations of balls. There were two compartments in each urn. One compartment

had red and green balls. The urns A and C (states (0, 0) and (0, 1)) had three green

and one red balls. The urns B and D (states (1, 1) and (1, 0)) had one green and

three red balls. A random draw from this compartment is equivalent to a signal ã

with the support {Green,Red}, whose distribution is given by pα = Pr(Red|α = 1) =

Pr(Green|α = 0) = 3/4.
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Group I Group II

B

(1, 1)

A

(0, 0)

C

(0, 1)

D

(1, 0)

Figure 1: Content of the urns

The other compartment contained white and black balls. The urns A and D

(states (0, 0) and (1, 0)) had three white and one black balls. The urns B and C

(states (0, 1) and (1, 1)) had one white and three black balls. A random draw from

this compartment is equivalent to a signal b̃ with the support {White, Black}, whose

distribution is given by pβ = Pr(White|β = 1) = Pr(Black|β = 0) = 3/4.

In every set, each subject observed a total of 15 draws from the selected urn.

After each draw, the ball was returned to the urn. First, each subject observed one

private draw from the compartment containing red and green balls (signal ã). After

that, subjects commonly observed 14 public draws. There were two types of sets:

joint and separate. In the joint set, public draws were equally likely to be made from

either of the compartments (signals ã and b̃).7 In the separate set, public draws were

made only from the compartment containing white and black balls (signal b̃).

The urns were divided in two groups corresponding to the two actions in our

model. Group 1 consisted of urns A and B (decision Even) and Group 2 consisted

of urns C and D (decision Odd). In order to infer subjects’ beliefs, subjects were

asked to make bets on which Group they thought the urn was in. There were 16

rounds of bets for each set. First, subjects could place bets after each one of the 15

draws. In addition, after the bets on the 15th draw, the total cumulative numbers of

bets on each group by all the participants were revealed, and the subjects could make

bets one more time. The purpose of the 16th round of bets was to allow subjects to

update their beliefs based on the information contained in the aggregate of all bets. If

subjects are all perfect risk-neutral Bayesians in the experiment and this is common

7In the 8 sessions of the experiment there were a total of 12 joint sets. In the three of these
sets, the separator between the compartments was removed and the public draws were made from
the common pool containing balls of all four colors. In the remaining 9 sets, the draws alternated
between the two compartments.
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knowledge, then there should be no disagreement on the round 16 bets.

In each round of bets, subjects could place from 0 to 9 bets on each of the groups

of urns. That is, after each draw they could simultaneously make up to 18 bets, 9 or

fewer bets on Group 1 and 9 or fewer bets on Group 2.

In the end of each set, one of the 16 rounds of bets was selected at random to

determine the earnings of the subjects in this set. The subjects were given 10 points

for every successful bet in this round, that is, the bet on the group which contained

the urn used in this round. The bets made in this round also entailed costs. The

first bet made on Group 1 in this round cost one point. The cost of each additional

bet on Group 1 was one point more than the cost of the previous bet on Group 1.

That is, the nth bet cost n points. Similarly, the 1st bet made on Group 2 in this

round cost 1 point and the nth bet cost n points. Note, if individuals are risk neutral

Bayesian payoff maximizers, then bets should be revealing of their beliefs about the

probabilities. For instance, a subject who thinks the likelihood is 0.35 that Group 1

is the true state, and 0.65 that it is Group 2, should place 3 bets on Group 1 and 6

bets on Group 2. Total bets across the two groups should always be 9 or 10.

There are eight possible permutations of the sequence of three sets, each of which

could be either joint or separate: (separate, separate, separate), (joint, separate,

separate), etc. We conducted eight sessions with three sets each, one session for every

possible permutation of sets. Hence, there were 12 separate sets and 12 joint sets. In

one set, each of the six subjects made 16 rounds of bets on two groups. We obtained a

total of 4,608 observations (16 rounds × 3 sets × 6 subjects × 8 sessions × 2 groups).

To guarantee that the subjects’ earnings were non-negative, in each set they

were endowed with 45 points. Subjects kept track of the draws, their bets, and their

earnings in each round using a computer interface. The information about the rules of

the experiment and the content of the urns was known to the participants. Subjects’

instructions are available in the appendix.

The experiment lasted about one hour. We paid US $1 for each 10 points earned

in the experiment. The subjects were anonymously paid their cumulative earnings in

cash at the end of the experiment. The earnings averaged $20.52 (standard deviation

$3.98), ranging from a minimum of $9 to a maximum of $27.

5 Experimental Results

In the next two subsections below we will present our evidence for Propositions 1 and

3 on the frequency of disagreement, and on Propositions 2 and 4 on the expected value
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of disagreement. As we will see, our model predicts the overall pattern in the data

well, with several important exceptions. Subsection 5.3 will examine individual data

to address these exceptions. Then subjection 5.4 will examine our predictions about

choices in the first round of each set, and subjections 5.5 will discuss our predictions

for round 16, when we reveal the sum of all prior bets by all players. Finally, we

discuss learning over the course of the experiment.

5.1 Probability of disagreement

Proposition 1 states that when public signals reflect information about only one

dimension of uncertainty—the separate sets—then the probability of disagreement

about the optimal action is increasing in the number of signals. By contrast, Propo-

sition 3 states that if public signals reflect information about both dimensions of

uncertainty—the joint sets—then the probability of disagreement about the optimal

action is non-monotone in the number of signals: it increases in the beginning and

converges to zero after awhile.

Figure 2 depicts the frequency of the disagreement, for both theoretical and

observed and both joint and separate sets, over the first 15 rounds.8 The observed

frequency has an increasing trend in separate sets and a decreasing trend in joint

sets, in accordance with the theoretical predictions. At the same time, the observed

frequency of disagreement in the first round is significantly larger than the theoretical

value of zero. We will consider the bets made by the subjects in the first period in

detail in Section 5.4.

How is Figure 2 generated? First, we excluded two sets, one joint set and one sep-

arate set, in which all subjects observed the same private information.9 To determine

the theoretical frequency of disagreement, for each subject we calculate Bayesian be-

liefs about whether the urn belongs to Group I given the subject’s information. The

theoretical frequency of disagreement is the frequency with which Bayesian beliefs of

the subjects with different private information disagree in a given round in a given

type of set.

8We exclude the 16th round because in this round the information observed by the subjects is
the cumulative number of bets made by all subjects in the previous rounds. The Bayesian model
alone cannot determine the combination of bets that maximize the expected payoff; this combination
depends on the beliefs of the subject about how the other subjects make their bets.

9We do not exclude any subjects from the analysis, even the subjects who, regardless of the
realized information, have placed in our experiment the same combination of bets in all rounds in
all sets.
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Figure 2: The expected and observed frequency of disagreement. In joint sets public signals
are of both types, in separate sets public signals are Black and White.

There are multiple ways to define the observed frequency of disagreement. We

have chosen the following definition. First, for each subject we calculate the difference

between the bets made on Group I and the bets made on Group II. If the difference

between the bets is larger than one, we say that the subject prefers the group on

which she places more bets. Otherwise we say that the subject is indifferent between

the groups.10

Next, we determine the group preferred by the majority of subjects who observe

the same private information as follows: we exclude the subjects who are indifferent

between the groups, and find the group preferred by the majority of the remaining

subjects with strict preference. We say that the subjects are, on average, indifferent

about which group to bet on if equal numbers of subjects strictly prefer different

groups or if all subjects are indifferent. The observed frequency of disagreement is,

10One alternative we have considered is to define a subject to be indifferent between groups if
and only if she places the same number of bets on both groups. The disadvantage of this definition
is that it may incorrectly classify subjects as not indifferent. Imagine that a risk-neutral subject
believes that both groups are equally likely. Then, she is willing to pay up to 5 points for a bet on
each of the groups. Because, in our experiment, the 5th bet costs 5 points, the subject is indifferent
between placing 4 or 5 bets on each of the groups. Hence, the following combinations of bets are
consistent with the belief that both groups are equally likely: (4,4), (5,5), (4,5), and (5,4).
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then, the frequency with which the subjects who observe different private information

prefer different groups: that is, the (majority of the) subjects with one private signal

prefer one group and the subjects with the other private signal either prefer the other

group or are, on average, indifferent about which group to bet on.11

5.2 Expected value of disagreement

Proposition 2 states the expected absolute value of disagreement about the optimal

action is increasing in the number of signals if public signals reflect information about

one dimension of uncertainty only. By contrast, if public signals reflect information

about both dimensions of uncertainty, the expected absolute value of disagreement

about the optimal action is decreasing in the number of signals except for several

initial signals (Proposition 4).

Our first task is to describe how we will determine the theoretical and observed

values of disagreement. First, we exclude the sets, one joint set and one separate set,

in which all subjects observe the same private information. Second, to determine the

theoretical value of disagreement, for each subject we calculate Bayesian beliefs about

whether the urn belongs to Group I for each subject given the subject’s information.

The theoretical value of disagreement is the absolute value of the difference of Bayesian

beliefs, multiplied by 10, about the event that the urn belongs to Group I for subjects

with different private information in a given round, averaged over all sets of a given

type. Finally, we determine the observed value of disagreement is as follows. First,

for each round in each set and for each group we calculate the absolute value of

the difference between the average bets made by the subjects who observe different

private information. The average of this value in a given round over both groups and

all sets of a given type is the observed value of disagreement.

Figure 3 depicts the expected absolute value of disagreement, both theoretical

and observed, for the first 15 rounds, averaged for each of the joint and separate

sets. The observed value has an increasing trend in separate sets, in accordance

with the theoretical predictions. In joint sets, both the observed and the theoretical

value of disagreement do not increase. Similarly to the results for the frequency of

11In order to count, the direction of disagreement does not have to coincide with the theoretical
prediction, although is does in almost every case. Deviations, therefore, work against hypothesis.
Also, note that our definition of preference for a group applies regardless of whether the bets made
by the subject in question are consistent with payoff-maximizing behavior. Hence, our conclusion
that the observed frequency of disagreement is close to the theoretical frequency of disagreement
does not imply that our theoretical model can explain the bets of the subjects.
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Figure 3: The expected and observed value of disagreement. In joint sets public signals
are of both types, in separate sets public signals are Black and White.

disagreement, the observed value of disagreement in the first round is larger that the

theoretical value of zero; this difference is less pronounced than in the case of the

frequency of disagreement.

We can see in Figures 2 and 3 that our predictions are largely met, but with some

important exceptions. First, both joint and separate sets badly miss the prediction

on the first round for both the probability and expected value of disagreement. In

addition, for the separate sets the change in disagreement typically is in the predicted

direction, but the average tends to adjust more incrementally than predicted. More-

over, for the expected value of disagreement, Figure 3, the prediction does worse on

average later in the session. In the next section we take a more disaggregated look

at the data to try to understand these deviations better.

5.3 Median Split

In this section we ask whether the deviations between the predicted and actual means

are due to a general failure of our model or of Bayesian updating, or whether the effect

can be attributed to a subset of “noisy” subjects. We do this by dividing our subjects

into two evenly sized groups based on how their earnings in the experiment compare
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with the theoretical prediction. For each subject we calculate the maximal expected

payoff that the subject can achieve in each round given the information observed in

the current and the previous rounds.12 We then calculate the expected payoff of the

subject for the bets that made. The difference between these payoffs divided by the

maximal expected payoff is called the lost share of the maximal expected payoff. We

use the lost share, averaged over the first 15 rounds and all sets for each subject, as

our measure of this subject’s consistency with the behavior of a Bayesian decision

maker who maximizes expected payoff.
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Lost share of the maximum expected payoff

Figure 4: The share of the maximal expected payoff lost by the subjects in the experiment.
There were 48 subjects total.

Figure 4 shows the distribution of the lost-shares across subjects. Its average

is equal to 0.078 (standard deviation 0.07), ranging from a minimum of 0.0016 to a

maximum of 0.42. The subject with the smallest share made bets perfectly consistent

with the Bayesian model in 35 out of 45 rounds. By contrast, the subject with the

largest lost-share put 9 bets on one group and 0 bets on the other group in all rounds

in all sets, which was never optimal unless the subject was extremely risk loving. One

can compare this strategy to an extremely risk averse strategy of placing 5 (or 4) bets

12We exclude the 16th round.
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on each groups every round, which would dominate this largest lost-share strategy.13

Ranking our subjects by lost-share, we next split them at the median and consider

separately the 24 subjects with a relatively small lost-share less than 0.054, and the

24 subjects with a relatively large lost above 0.054. Unfortunately, because of the

smaller number of subjects, there are now 6 separate sets and 3 joint sets in which

all subjects in the group with the larger shares observe the same private information

and 3 separate sets and 6 joint sets in which all subjects in the group with the smaller

shares observe the same private information. We must therefore exclude these sets

from the analysis.
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Frequency of disagreement Frequency of disagreement

 Observed frequency  Theoretical frequency

round

Graphs by the lost share of payoff

Figure 5: The expected and observed frequency of disagreement in separate sets, in which
public signals are Black and White.

Figure 5 shows the frequency of disagreement in the first 15 rounds in separate

sets for the small and large lost-share.14 The frequency of disagreement has an

increasing trend for the small lost-share group, and tracks the predictions closely.

Importantly, this is especially true in round 1, where the frequency of disagreement

is now only 0.138. By contrast, in the large lost-share group there is no clear trend

in disagreement, and disagreement in round 1 is extreme.

13Note, we had one subject who actually chose this risk averse strategy. His lost share was 0.08,
among the lowest.

14The average frequency of disagreement over the first 15 rounds is 0.824 for small and 0.874 for
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Figure 6: The expected and observed frequency of disagreement joint sets, in which public
signals are of both types.

Similar patterns emerge for the probability of disagreement in the joint sets, as

seen in Figure 6. As last time, the outcome in the small lost-share group is much

closer to the prediction.15 Most satisfying is the first round where the small lost-

share group now meets the prediction of zero disagreements. Disagreement then

has a decreasing trend afterwards. The large lost-share group has a large frequency

of disagreement in the first period and, perhaps, a less pronounced decreasing trend

afterwards.

Turn next to the expected value of disagreement. Figure 7 shows this for the

separate sets.16 The value of disagreement has an increasing trend for both groups;

this trend is more pronounced for the group with the smaller share. In addition,

the range of the value of disagreement is also larger for the group with the smaller

lost-share of payoff.

Figure 8 shows the same information for the joint sets.17 The value of disagree-

large lost share group, which is not significantly different.
15Again, the average frequency of disagreement is approximately the same for both groups, 0.454

for small and 0.517 for the large lost-share and not significantly different.
16The average value of disagreement is 3.29 bets for the small and 3.98 bets for large lost-share

group.
17The average value of disagreement is 1.9 bets for the small and 3.0 bets for the large lost-share
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Figure 7: The expected and observed value of disagreement in separate sets, in which public
signals are Black and White.
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Figure 8: The expected and observed value of disagreement in joint sets, in which public
signals are of both types.
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ment is more consistent with the theoretical prediction for small lost-share group. In

addition, the range of the value of disagreement is smaller for this group. Interesting,

only in the large lost-share group for joint sets do we see a propensity for subjects to

disagree more than the model predicts. The excess disagreement seems to be present

from the start of sessions, fluctuates greatly across rounds, and does not show any

consistent pattern over time. Were this excess disagreement generated by confir-

matory bias, for instance, we might expect to see disagreement growing with time,

which is not apparent in this aggregation of the data. While a more careful analysis

of the individual level data will be necessary to explore alternative hypotheses, the

errors we observe here seem to be best described as asystematic “noise” rather than

by confirmatory bias.

We can summarize this section by observing that the median split of our data re-

vealed that at least half of our subjects conform rather closely to the predictions of our

model. However, in the joint sessions, we also observed a pattern that could suggest

a fraction of our more poorly performing subjects might also suffer a confirmatory

bias.

5.4 First round

In the first round a decision maker has information on only one dimension of the

information, therefore a Bayesian decision maker should believe that both groups are

equally likely. As a result, subjects with different private information should not

disagree. Since this contradicts to what is we see for some of our subjects, this

section examines first round bets in more detail.18

Table 1 describes the preferences of the subjects over groups in the first round.

There is a total of 144 observations (48 subjects × 3 sets). One can see that the

subjects with the smaller lost-share of payoffs are indifferent between the group in all

except two cases. This is not so for the subjects with the large lost-share of payoffs

– they have a strict preference over groups in one third of cases. Over all 144

observations, however, 81.9% of our subjects met our prediction of indifference in

round 1.

group.
18Recall that to calculate the frequency of disagreement, we say that a subject is indifferent

between the groups if her bets on the groups differ by at most one. If the difference between the
bets on different groups is more than or equal to two, we say that the subject prefers the group on
which she places majority of her bets.
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Table 1: Preference over groups in the first round

subjects with subjects with

the lost share the lost share

Preference less than 0.054 more than 0.054

Indifferent 70 48

Group I 2 13

Group II - 11

Total 72 72

Table 2: Combinations of bets in the first round for the subjects with the lost share

less than 0.054. The combinations of bets that are not classified as indifference are in

bold. The combinations of bets consistent with payoff maximizing Bayesian behavior

are in italics.

Group I \ Group II 0 1 2 3 4 5 6 7 8 9

0 - - - - - - - - - -

1 - 2 - - - - - - - -

2 - - 2 - - - - - - -

3 - - - 3 - - - - - -

4 - - - - 23 1 - - - -

5 - - - 1 3 20 1 - - -

6 - - - - - - 7 - - -

7 - - - - - - 1 4 - -

8 - - - - - - 1 - 2 -

9 - - - - - - - - - 1
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Table 2 lists the combinations of bets made in the first period by the subjects

with small lost-share measure used above. In total, 47 out of 72 observed pairs of bets

(two thirds) are consistent with the bets that maximize the expected payoff: (4,5),

(5,4), (5,5), and (4,4). Furthermore, the are only two combinations of bets in which a

subject shows preferences for one of the groups (that is, differ by two or more bets).

These results suggest that most subjects in this group make optimal bets, but those

that do err do so by making too few or too many bets, but not by favoring one group.

Table 3: Combinations of bets in the first round for the subjects with the lost share

more than 0.054. The combinations of bets that are not classified as indifference

are in bold. The combinations of bets consistent with payoff maximizing Bayesian

behavior are in italics.

Group I \ Group II 0 1 2 3 4 5 6 7 8 9

0 16 - - 2 - - - - - 7

1 - 4 1 - - - - - - -

2 1 - 3 - - - - - - 1

3 2 - - - - - - - - -

4 1 - - - 10 - 1 - - -

5 - - - - 2 4 - - - -

6 1 - - - 1 - 2 - - -

7 - - - - - - - - - -

8 - - - - - - - - - -

9 4 1 - - 1 - - 1 1 5

Table 3 provides the combinations of first round bets for those with the large

lost-share. Here we find only 16 out of 72 observations (22 percent) are consistent

with the bets that maximize the expected payoff. In addition, 23 pairs make bets

that favor one group, and 21 of these puts either 0 or 9 bets on one of the groups,

which can only be rationalized with extreme risk loving preferences. Furthermore,

16 subjects erred by placing zero bets, and 11 subjects erred by placing more than

10 total bets. The subjects in this group, therefore, make many more mistakes, both

in the distribution and in the total number of bets.

This section reinforces the findings of the last section. Those in the small lost-

share group are largely consistent with our predictions, while the large lost-share

group make sundry errors in first-round betting.
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5.5 Round Sixteen

Recall that round 16, the last round in any set, was different from the other 15 rounds.

In this round no balls were drawn. Instead, the subjects were informed about the

total number of bets on each of the groups made in the previous rounds by all subjects

in the current set. After that, the subjects placed their bets once again. Of course, if

all subjects were risk-neutral Bayesian decision makers, there would no disagreement

in the last round. This is a consequence of the impossibility of the common knowledge

of disagreement. This round, therefore, gives us a final test of our hypothesis. If

indeed individuals could aggregate each others’ views, would the reach agreement?

Our measure if disagreement in round 16 is the same as we used for prior rounds.

In particular, a subject prefers one of the groups if she places at least two more bets

on this group than the other group, otherwise a subject is indifferent. We say that

subjects agree in the last round if all subjects prefer the same group or are indifferent.

This is a measure aggregated over subjects, and it does not depend on the subjects’

private information. According to this measure, there was disagreement in 9 out of

24 sets.

We could also measure disagreement on individual level. We ask how frequently

in the last round subjects prefer the group on which there was a majority of bets

in all previous rounds. We have 144 individual observations, of which there were 39

disagreements. The subjects whose behavior is more consistent with payoff maxi-

mization, the low cost-share group, follow the majority of bets a bit more often, 55

out of 72 times (76%), whereas the other subjects follow the majority 50 out of 72

times (69%).

There could be multiple reasons why subjects do not place most of their bets on

the group that received the majority of bets in the previous periods. One possibility is

that the subjects expect the information about the majority of bets to be a very noisy

signal and therefore might place a higher weight on their own opinion. Nevertheless,

in our experiment the majority of bets indicated the winning group in 21 out of 24

sets.19 It might be useful to point out that a disagreement with the majority of bets

was more frequent when it indicated the wrong urn: There was disagreement in 8

out 18 observations (44 percent) when the majority of bets was on the losing group

19In the two of the remaining sets, the majority of bets was on the losing group because of the
behavior of the subject with the largest lost share of payoff, 0.42. In each round, this subject put
9 bets on the losing group and 0 bets on the winning group. The other subjects, by contrast, were
relatively conservative and placed similar numbers of bets on both groups. As a result, the larger
total number of bets was placed on the losing group.
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and in 31 out of 126 observations (24 percent) when the majority of bets was on the

winning group. This indicates that some subjects were able to correctly conjecture

when the other participants were not betting rationally.

Another way to look at this issue is to ask whether subjects were able to switch

their opinions when they found their bets at odds with the group overall. Assuming

sufficient rationality of other subjects, then a subject should change her preference

over the groups if in the 15th round she places a majority of bets on one group and

in the beginning of the 16th round she learns that the majority of bets is placed on

the other group.20

In our experiment, subjects should have changed their preferences in round 16

in 39 out 144 cases. They did change in 26 of these 39 cases (67%). Of the 13 cases

where subjects continued to disagree in round 16, 12 of these cases correspond to the

subjects in the large lost-share half of the sample.21

These observations suggest that the subjects whose behavior is consistent with

payoff maximization are less likely to disagree with majority in their 15th round and

more likely to reconsider their bets if, in fact, they disagree. This is a rational strategy

given that the information about the majority of bets is a rather precise signal about

the winning group. On the other hand, the subjects who are not payoff-maximizers

tend to disagree with the majority and continue to disagree after they learn about it

more frequently in our experiment.

5.6 Are the subjects learning?

In this section, we ask whether the subjects learn to make decisions closer to what

a Bayesian decision maker would do. We analyze how the share of the maximal ex-

pected payoff lost by the subjects changes over time in the experiment. We found that

the subjects who perform well overall, the low lost-share subjects, do well throughout

the experiment without additional improvement. The high cost-share subjects, by

contrast, make measurable improvements.

This can be seen in Figure 9. Here we plot the lost-share of the expected

20Unlike in the previous analysis, here we say that there is indifference between both groups if
and only if the number of bets is the same on both groups.

21There is one observation in our data in which the subject whose bets in the 15th round agreed
with the majority of the bets changed her preference over bets in the 16th round. Hence, she
switched the group on which she placed the majority of bets even though she should not have. The
lost share of payoff for this subject is 0.18; this is the fourth largest share among the subjects. We
have not been able to identify a specific pattern in the behavior of this subject.
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Figure 9: The share of the maximal expected payoff lost by the subjects in each round

of the experiment. The subjects are split in two groups. The lower curve represent

the subjects with the lost share of the payoff less than 0.054, whereas the upper curve

represents the subjects with the lost share of the payoff more than 0.054.

payoff for two groups of the subjects. The figure suggests that subjects who on

average perform worse are improving over time. On the other hand, the subjects who

perform above the median do about as well throughout the study. This suggests that

the performance of our subjects would likely be even closer to our model with more

experience at the task.

6 Conclusions

It is intuitive that for any disagreement, more evidence on the question should tend

to bring people together. After enough new public information, people who have

an objective interest in learning the truth should eventually reach agreement. Yet

we see disagreements frequently in life, and sometimes these disagreements become

even more polarized as additional information becomes available. How could such

behavior be consistent with rational choice?

We present a model in which disagreement may arise and continuously increase

as more commonly shared information becomes available, even under the assumption

Bayesian decision makers. The intuition for our model is that individuals may have
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some private information, perhaps gained trough personal experience or introspection,

that may rationally color how they interpret later information. Certain constraints

make sharing this private information difficult or impossible.

Consider, for example, the question of whether the government should be given

freedom to wiretap expected terrorists without court supervision. Compare an oppo-

nent, who believes it is more likely that government will abuse its power to conduct

wiretaps, to a proponent, who believes it is more likely court supervision will slow

the government’s urgent need to capturing terrorists. When news breaks that that

government has conducted warrantless wiretaps, one side sees this stealth activity

as evidence of abuse while the other sees this as evidence of a dire need for secrecy

to stop terrorists. Both sides, according to our model, may be able to claim that

the evidence rationally supports their view. Why can’t they agree? To do so

they would need to share the private information that formed their core “model” for

filtering the public information. If this information is gained, for instance, through

personal experience, as advice from a trusted mentor, through religious tradition, or

family heritage, then this information will be difficult to convey. If one is skeptical

about their opponent’s ulterior motives, such as in the wire-tapping example, then

even two sincere rivals would not be able to agree.

Formalizing this intuition, we present a model in which disagreement arrises

because information about the true state has more than one dimension. Information

on one dimension informs people about the probable “model” of the world, which later

affects how they process commonly available evidence on the other dimension. That

is, if public information arrives on only one of the dimensions, it can lead to opposite

inferences about the true state. Disagreement increases because information fails to

identify the state of the nature precisely. The model provides testable implications

about how the degree of disagreement depends on the structure of information.

We test this model with an experiment. The experiment mirrors the theoretical

assumptions and is designed to identify our model. We find that, as predicted,

disagreement is both more likely and more polarized the when information arrives on

only one of the dimensions of information, as compared to a case where subjects get

information on both dimensions.

Perhaps unsurprisingly, we also find heterogeneity in behavior of subjects. To aid

our analysis, we ranked subjects by their deviation from the maximum expected payoff

they could have made, given the information they saw, and split the sample along

the median. We found that both of the groups have a larger degree of disagreement

when they received information on only one dimension. However, the group whose

29



behavior is more consistent with payoff maximization tended to disagree less among

themselves in round one, disagree more across the two information conditions as the

session progressed, and perhaps most importantly, virtually all agree after they were

provided with information in the final round about the prior bets of the other subjects

in their session. Their choices matched our predictions quite closely.

The group that was less consistent with profit maximization, while still largely

supportive of our predictions, made numerous types of errors. Some made choices

consistent with virtually infinite risk loving behavior, or placed too many or too few

bets. In the final round of a set, when we informed subjects of the aggregate bets

in their session, subjects in this lower-performing group were more likely to maintain

disagreements than the other half of the subjects, indicating that either the subjects

lacked confidence in other subjects’ Bayesian abilities, were not good Bayesians

themselves, or both.

In sum, our model and experiments show the possibility of diverging opinions in

a world where people behave rationally. Of course, our subjects’ choices were not

without error. There were no consistent patters to these errors that would suggest

a strong effect of systematic behavior, such as a confirmatory bias. In our joint

sessions, however, the high cost-share group did seem to have a tendency to bet too

much, suggesting a closer look at this subset of the population may reveal something

more complex, systematic, and non-Bayesian about their decisions. We explore this

in a companion paper that is under preparation (Andreoni, Mylovanov, and Rao, [?]).

A Proofs omitted in the text

Proof of Proposition 2. Assume that the realized state is (α, β) = (1, 1). The proof

for the other cases is analogous. We first consider the case with the number of

public signals tb = 2K, where K > 0. The expected absolute value of disagreement

conditional on the state equals to

E {∆(δb)|tb, α, β} =
2K∑
i=1

2K!

(2K − i)!i!
p2K−i(1− p)i

∣∣∣∣2 p2K−i(1− p)i

p2K−i(1− p)i + pi(1− p)2K−i − 1

∣∣∣∣
=

2K∑
i=K

2K!

(2K − i)!i!
(
pi(1− p)2K−i − p2K−i(1− p)i

)
=

2K∑
i=K+1

2K!

(2K − i)!i!
(
pi(1− p)2K−i − p2K−i(1− p)i

)
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Similarly, if tb = 2K + 1, the expected absolute value of disagreement conditional on

the state equals to

E {∆(δb)|tb, α, β} =
2K+1∑
i=K+1

(2K + 1)!

i!(2K + 1− i)!
(
pi(1− p)2K+1−i − p2K+1−i(1− p)i

)
.

We now prove (2). Observe that for all 0 < i < N and N > 2,

N !

i!(N − i)!
=

(N − 1)!

(i− 1)!(N − i)!
+

(N − 1)!

i!(N − 1− i)!

Therefore, for any q ∈ (0, 1) we can write

N∑
i=N/2+1

N !

i!(N − i)!
qi(1− q)N−i =

N∑
i=N/2+2

(N − 1)!

(i− 1)!(N − i)!
(
qi(1− q)N−i + pi−1(1− q)N−i+1

)
+

(N − 1)!

(N/2 + 1)!(N/2− 2)!
qN/2+1(1− q)N/2−1

=
N−1∑

i=N/2+1

(N − 1)!

i!(N − 1− i)!
qi(1− q)N−1−i

+
(N − 1)!

(N/2 + 1)!(N/2− 2)!
qN/2+1(1− q)N/2−1.

Applying this expression with q = p and q = 1− p we obtain

E {∆(δb)|2K + 2, α, β} =
N∑

i=N/2+1

N !

i!(N − i)!
(
pi(1− p)N−i − pN−i(1− p)i

)
=

N−1∑
i=N/2+1

(N − 1)!

i!(N − 1− i)!
(
pi(1− p)N−1−i − pN−1−i(1− p)i

)
+

(N − 1)!(
N
2

+ 1
)
!
(
N
2
− 2
)
!

(
p

N
2

+1(1− p)
N
2
−1 − p

N
2
−1(1− p)

N
2

+1
)
.(4)

Now, observe that

pN/2+1(1− p)N/2−1 − pN/2−1(1− p)N/2+1 = pN/2−1(1− p)N/2−1(p2 − (1− p)2)

= pN/2−1(1− p)N/2−1(p− (1− p))
= pN/2(1− p)N/2−1 − pN/2−1(1− p)N/2.

Substituting this expression into (4) gives

E {∆(δb)|2K + 2, α, β} =
N−1∑
i=N/2

(N − 1)!

i!(N − 1− i)!
(
pi(1− p)N−1−i − pN−1−i(1− p)i

)
= E {∆(δb)|2K + 1, α, β}
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A similar argument establishes that

E {∆(δb)|2K + 1, α, β} =
N−2∑
i=N/2

(N − 2)!

i!(N − 2− i)!
(
pi(1− p)N−2−i − pN−2−i(1− p)i

)
+

(N − 2)!

(N/2)!(N/2− 2)!

(
pN/2(1− p)N/2−1 − pN/2−1(1− p)N/2

)
> E {∆(δb)|2K,α, β} ,

proving (3).

Proof of Proposition 3. We provide a proof for the case of ta = tb = 2n, n ≥ 1.

(The argument for the remaining cases is analogous.) Because ta and tb are even, the

probability of disagreement is given by

z(ta, tb) = z(n) = Pr(δ1
a = 1|ta)(1− Pr(δb = 0|tb)). (5)

Set q = p(1− p) and note that q ∈ [0, 1/4). Then, (5) can be rewritten as

z(n) =
(2n)!

(n!)2
qn
(

1− (2n)!

(n!)2
qn
)
.

It follows that

z(n+ 1)− z(n) =
(2n+ 2)!

(n+ 1!)2
qn+1

(
1− (2n+ 2)!

(n+ 1!)2
qn+1

)
− (2n)!

(n!)2
qn
(

1− (2n)!

(n!)2
qn
)

= qn
(2n)!

(n!)2
g(n),

where

g(n) =

(
(2n+ 2)(2n+ 1)

(n+ 1)2
q

(
1− (2n+ 2)!

(n+ 1!)2
qn+1

)
−
(

1− (2n)!

(n!)2
qn
))

=

(
(2n+ 2)(2n+ 1)

(n+ 1)2
q − 1

)(
1− (2n)!

(n!)2
qn − (2n+ 2)!

((n+ 1)!)2
qn+1

)
. (6)

Observe that
(2n+ 2)(2n+ 1)

(n+ 1)2
q

is positive, increasing in n, and converges to 4q < 1 as n converges to infinity. Hence,

the first term in (6) is negative. Furthermore, if n ≥ 1,

(2n)!

(n!)2
qn

is decreasing in n, and, therefore, bounded from above by 2!q < 1/2. Hence, the

second term in (6) is positive. This implies that g(n) is negative, completing the

proof.
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